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Abstract
Extensibility and modularity are essential properties of the RISC-V
Instruction Set, thereby allowing for optimized instruction set ex-
tensions for optimized power, performance, and area. This work
provides insights into research advances in instruction set cus-
tomization and memory footprint reductions of RISC-V programs.
A key opportunity of RISC-V is tailoring the instruction set to the
workload of deeply embedded and other area-constrained RISC-V
cores. Designing proper extensions, benchmarking, compiler adop-
tion, and verification are key challenges. To address those chal-
lenges, a toolflow for automated customization is presented, as well
as a tailored AI compiler to exploit custom instructions in AI work-
loads. We present how the usage of virtual prototypes addresses the
challenges of verifying customizations. Finally, limitations on the
memory footprint furthermore motivate compressed instruction set
encodings, and current developments of variable-length instruction
coding, from current 16-bit encodings to complex 48-bit encodings
and beyond conclude this work.
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1 Introduction
Over the last decade, the open RISC-V Instruction Set Architecture
(ISA) gained traction and is currently adopted in a multitude of
applications ranging from HPC to microcontrollers. It features a
compact core ISA complemented with a set of standard extensions,
and the possibility of custom extensions. Embedded and resource-
constrained processors pose design challenges that differ drastically
from application processors. Silicon area, power budget, and on-
chip memories are highly constrained, and deterministic and timely
execution is a critical need. In addition, code density is a crucial
requirement, with constrained instruction memories leaving little
space for inefficient binaries.

Instruction set extensions (ISAX) make application-specific com-
putations available. When properly designed, instruction set exten-
sions minimize computational overhead, energy consumption per
instruction, and code volume. The possibility of workload-aware
processor design through designing an ISA based on the computa-
tion characteristics provides various opportunities for embedded
system. However, customization has been known to present an ar-
ray of engineering problems as well. Instructions for customization
are not recognized by traditional compiler, assembler, and debugger
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Figure 1: Toolflow from CoreDSL specification to extended
RISC-V core. Longnail synthesizes ISAXes into SystemVer-
ilog; SCAIE-V generates the integration logic for a target
core’s pipeline. The LLVM Patcher produces compiler sup-
port from instruction metadata.

tools, making it necessary to make modifications to the existing
software infrastructure for customization to be usable. Correctness
becomes an issue as well as there can be no way to guarantee that
the interaction between instructions and pipelines will always work
correctly.

This work provides insights into previous research targeting
those challenges.

2 Automated Generation and Integration of
Custom RISC-V Instructions

Akey challenge in exploiting customRISC-V ISA extensions (ISAXes)
is bridging the gap between a high-level, microarchitecture-agnostic
behavioral specification and its actual implementation in a concrete
processor pipeline. Our toolflow addresses this with two comple-
mentary components: Longnail and SCAIE-V. Figure 1 illustrates
the overall toolflow.

ISAXes are specified in CoreDSL, an open-source behavioral de-
scription language with C-like syntax and a strong type system sup-
porting arbitrary bit-widths. CoreDSL descriptions are intentionally
free of microarchitectural detail such as clock cycles or resource
allocation, making them naturally portable across different RISC-V
base cores. Longnail is a domain-specific high-level synthesis (HLS)
tool that compiles CoreDSL into synthesizable SystemVerilog, lever-
aging MLIR and CIRCT infrastructure for scheduling and hardware
emission [20]. SCAIE-V complements Longnail by automatically
generating the interface logic required to integrate the synthesized
ISAX module into a specific base core’s pipeline, handling operand
forwarding, hazard detection, and pipeline control signals [9]. The
combined flow has been demonstrated on multiple cores, including
VexRiscv and CVA6.

The toolflow encompasses several additional components (see
Figure 1). The open-source Treenail frontend parses CoreDSL de-
scriptions into an MLIR representation. The underlying MLIR di-
alect is provided by Shortnail, an independently usable open-source
library built on the CIRCT/MLIR compiler infrastructure. Longnail
builds on Shortnail and adds the proprietary high-level synthe-
sis stages: it uses integer linear programming (ILP) to schedule
operations across pipeline stages, performs resource sharing, and
emits synthesizable SystemVerilog. In addition, Shortnail produces
a structured ISAX description that the LLVM Patcher consumes to
automatically derive assembler support, Clang builtins, and LLVM
intrinsics, closing the loop from hardware to compiler. Treenail,1
Shortnail,2 and SCAIE-V3 are available as open source under the
Apache 2.0 license; the LLVM Patcher and the NailGun orchestra-
tion framework that ties the individual tools together are planned
to be released as open source.

In the context of deeply embedded systems, where code size
directly impacts memory cost and system feasibility, our toolflow
provides three complementary mechanisms for reducing the mem-
ory footprint of application code:
Custom instructions replacing entire instruction sequences. A domain
expert can describe complex operations—such as a packed dot prod-
uct or Montgomery reduction—in a single CoreDSL instruction.
Longnail synthesizes the corresponding datapath, and SCAIE-V
integrates it so that what previously required a multi-instruction
software sequence is encoded and executed as a single instruction,
directly reducing code size while accelerating the computation.
Compressed-format instructions. SCAIE-V supports arbitrary instruc-
tion encodings, including 16-bit aliases for 32-bit instructions. This
allows the realization of custom compressed encodings analogous
to the RISC-V Zc extension family, where frequently used opera-
tions are encoded in 16-bit format rather than the standard 32 bits,
halving their contribution to the code footprint. In practice, com-
pressed encodings are most effective when guided by profiling data:
an instruction-trace analysis identifies the most frequently executed
32-bit instructions and their operand patterns, and the designer can
then define 16-bit aliases for those specific register–immediate or
register–register combinations.
Macro-instructions with automatic hazard handling. Longnail and
SCAIE-V support ISAXes that perform arbitrary sequences of register-
file reads/writes and memory accesses within a single instruction.
SCAIE-V stalls the processor pipeline while the ISAX modifies
the processor state across multiple internal cycles, automatically
handling data hazards and freeing the ISAX designer from reason-
ing about pipeline interlocks. This enables macro-instructions that
collapse common multi-instruction patterns—such as saving and
restoring registers across function calls, or blockmemory transfers—
into a single instruction. As a concrete example, a function prologue
that saves the return address and four callee-saved registers to
the stack conventionally requires five store-word instructions and
one stack-pointer adjustment—six instructions totaling 24 bytes (or
12 bytes with the standard C extension). A single macro-instruction

1https://github.com/esa-tu-darmstadt/Treenail
2https://github.com/esa-tu-darmstadt/Shortnail
3https://github.com/esa-tu-darmstadt/SCAIE-V-2.0
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Figure 2: MATCH flow.replaces this entire sequence with one 32-bit instruction, reduc-
ing the prologue to 4 bytes while the ISAX hardware performs the
six writes in successive internal cycles, with SCAIE-V stalling the
pipeline transparently.

Crucially, replacing multi-instruction software sequences with
dedicated hardware instructions not only reduces code size but
also improves execution speed and energy efficiency, as fewer in-
structions need to be fetched, decoded, and executed. All three
mechanisms, however, trade hardware area for these benefits. To
keep this trade-off favorable, Longnail supports configurable re-
source sharing, allowing operators to be shared both within a single
instruction and across multiple instructions of an ISAX. Cost data
from ASIC synthesis is used to determine when sharing is benefi-
cial and when the additional arbitration logic would outweigh the
area savings, achieving reductions of over 25 % compared to naive
instantiation.

3 Compilation stack for AI Workloads on
heterogeneous SoCs

Within the broader landscape of RISC-V customization, compiler
support is the key enabler that turns architectural flexibility into
application-level speedups and energy savings. This is particularly
true for AI workloads, where performance depends not only on the
availability of specialized instructions or accelerators, but also on
the ability of the software stack to recognize suitable computation
patterns, map them onto heterogeneous compute resources, and
orchestrate data movement across a constrained memory hierar-
chy. In this context, in the TRISTAN project, the Politecnico di
Torino contribution focuses on MATCH [2], a model-aware compi-
lation framework for heterogeneous edge AI systems, and on its

most recent evolution, MATCHA, which extends the same design
philosophy to asynchronous execution on heterogeneous SoCs.

3.1 MATCH: Model-Aware TVM-based
Complation for Heterogeneous Edge Devices

The rationale behind MATCH is that edge AI deployment cannot
be addressed effectively with a purely hardware-agnostic compiler.
On deeply embedded and edge-class platforms, the cost of infer-
ence is strongly affected by accelerator-specific operator support,
data layouts, memory capacity, and transfer overheads. MATCH
addresses this problem by extending the TVM compilation flow
with hardware-awareness, so that graph transformations and code
generation are guided by the structure of the target platform rather
than by generic operator lowering alone. In particular, MATCH tar-
gets heterogeneous edge devices, where different compute engines
may expose different instruction sets, different memory organiza-
tions, and different performance/efficiency trade-offs. This allows
the compiler to assign each layer, or fused layer sequence, to the
most suitable execution unit, producing a deployment flow that
is aware of both the DNN model and the underlying hardware
capabilities. A key element of the MATCH philosophy is pattern-
driven compilation. Rather than treating a neural network as a
flat sequence of primitive operators, MATCH identifies subgraphs
that correspond to accelerator-efficient computation patterns and
maps them to device-specific kernel libraries. This enables com-
piler decisions that are closer to the actual granularity exposed
by hardware backends, improving both code quality and runtime
efficiency. At the same time, MATCH preserves the extensibility re-
quired by heterogeneous systems: unsupported operations can still
be lowered to host-generated kernels, while supported patterns are
offloaded to the most appropriate accelerator. In this sense, MATCH
provides exactly the kind of compiler abstraction that is needed in
the RISC-V ecosystem: it bridges high-level AI models and highly
specialized execution substrates without sacrificing modularity. Fig-
ure 2 represents the flow that MATCH follows for final executable
files generation from an input ONNX graph.

3.2 MATCHA: Match Asynchronous
The most recent step in the project is MATCHA (MATCH Asyn-
chronous), which generalizes the original MATCH approach from
sequential heterogeneous offloading to concurrent execution across
multiple heterogeneous accelerators. The motivation is simple: in
modern edge SoCs, mapping each layer to the “best” accelerator is
often insufficient, because this still leaves other compute units idle.
MATCHA therefore redesigns both the mapping engine and the
runtime to exploit hardware concurrency. It supports two comple-
mentary forms of parallelism: first, graph-level parallelism across
independent DNN branches; and second, finer-grain tile-level par-
allelism, where parts of the same operator can be distributed across
different devices. This is especially relevant for heterogeneous sys-
tems in which different accelerators excel on different operator
shapes, precisions, or tensor geometries. Technically, MATCHA in-
troduces a tile-centric pattern-matching formulation based on con-
straint programming. Starting from the Relay IR imported through
TVM, the compiler partitions operators into tiles, matches them
against device-specific patterns, and jointly decides how many tiles
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should be assigned to each match and to each device. The optimiza-
tion objective is the end-to-end latency, while constraints capture
memory limits, data dependencies, and concurrency feasibility. Af-
ter this global decision, MATCHA rewrites the graph accordingly,
inserts the necessary helper operators such as slicing and concate-
nation, and performs schedule-aware memory planning across the
SoC memory hierarchy. This makes MATCHA more than a map-
per: it is a unified deployment framework that combines pattern
matching, device allocation, scheduling, and memory planning for
heterogeneous edge inference. Another important advancement of
MATCHA is at runtime level. Because the targeted platforms may
combine a host CPU with accelerators exposing different ISAs and
different local memories, the compiler emits a lightweight multi-
device runtime in which the host orchestrates kernel launches,
DMA transfers, synchronization, and device-side dispatch. This
is particularly important for bare-metal or OS-less edge systems,
where concurrency is not provided by a rich operating system
and must instead be generated explicitly by the deployment stack.
MATCHA therefore turns heterogeneity into exploitable parallelism
while remaining compatible with constrained, deeply embedded
execution environments. Experimental evidence confirms the value
of this evolution. On the Carfield heterogeneous SoC, MATCHA im-
proves accelerator utilization and reduces inference latency by up
to 35% with respect to MATCH, while preserving the same pattern-
driven and hardware-aware compilation foundations. The gains are
particularly visible on networks or blocks where either branch-level
concurrency or intra-layer tiling can balance the workload across
devices; examples reported in the paper include ResNet-style resid-
ual blocks, Transformer encoder layers, and AutoEncoder models.

4 Verification Challenges of Customisation
The modularity and extensibility that distinguish RISC-V as an
architecture for embedded and constrained devices introduce a cor-
respondingly complex verification landscape. Custom ISAX and
the integration of hardware accelerators, peripherals, and tailored
bus infrastructures create new hardware behaviour and software
execution paths that must be verified for correctness [16, 18, 22].
Variable-length encodings, from 16-bit compressed instructions
to 48-bit formats (see Section 5), further introduce subtle corner
cases in decoding, alignment, and exception handling, particularly
at the intersection of different instruction sets where specifica-
tion ambiguities and implementation errors concentrate [6, 18].
Many of these defects manifest only under specific input values,
instruction sequences, or timing conditions, making them difficult
to detect through directed testing alone. For constrained Inter-
net of Things (IoT) and edge devices, these challenges are com-
pounded by the absence of hardware-enforced runtime protections.
Without Memory Management Units (MMUs), Memory Protection
Units (MPUs), or similar mechanisms, software bugs such as mem-
ory safety violations or stack overflows directly compromise system
integrity [23, 24, 26, 27]. The verification process must therefore
compensate for what the hardware cannot enforce, necessitating
a systematic methodology that addresses hardware, software, and
their interleaved interaction.

4.1 RISC-V VP as Foundation for Verification
The foundation of our verification methodology is the open-source
RISC-V VP [17], implemented in SystemC through Transaction-
Level Modelling (TLM). The Virtual Prototype (VP) provides a con-
figurable and extensible platform-level model of the complete sys-
tem, including an Instruction Set Simulator (ISS), RISC-V interrupt
controllers (PLIC, CLINT), a generic TLM bus system, memory, and
a rich set of configurable peripherals. It supports 32- and 64-bit
RISC-V configurations with all standard instruction set extensions,
scales from bare-metal firmware to Linux-based applications, and
provides comprehensive debugging capabilities via GDB. The VP
architecture, its extension mechanisms, and its role in the broader
RISC-V ecosystem are described in detail in [17] and [13].

From a verification perspective, the VP serves two complemen-
tary roles. For software verification, the VP provides a fast, binary-
compatible execution environment: Firmware compiled for the
target hardware runs unmodified on the VP, enabling early and
accurate testing of embedded software before RTL or silicon is
available. For hardware verification, the VP acts as a functional
golden reference against which RTL implementations of RISC-V
cores and peripherals are verified in a cross-level co-simulation
setting. This dual role makes the VP a natural foundation for a
unified software/hardware verification methodology tailored to
customisable RISC-V systems.

4.2 Software Verification Challenges and
Methodologies

Firmware for deeply embedded RISC-V cores is predominantly
written in C, interacting with hardware through memory-mapped
I/O (MMIO), interrupt service routines, and custom instructions [12].
Without inherent memory safety in the language or hardware-
enforced protections on the target devices, and with network-facing
protocol stacks (e.g., IPv6, CoAP, MQTT-SN) processing untrusted
input, verification techniques explicitly tailored to the constrained
embedded domain are essential. To this end, we developed a suite
of VP-based techniques operating on unmodified RISC-V firmware
binaries. SymEx-VP provides OS-agnostic concolic testing by inject-
ing symbolic inputs through the MMIO peripheral interface [26].
Complementary techniques includeHardBound-VP for spatial mem-
ory safety violations [24], in-vivo stack overflow detection [23],
specification-based symbolic execution for stateful network proto-
cols [27], and SISL for structured binary input formats [25]. Across
these techniques, we uncovered previously unknown vulnerabilities
in the RIOT OS network stack [23, 24], in Zephyr and FreeRTOS [15,
25], and in the RISC-V port of newlib [15]. On the compliance side,
mutation-based testing targets decoding and exception-handling
corner cases at the boundary between instruction set configura-
tions [14, 16], while Control and Status Register (CSR) compliance
testing addresses the privileged architecture, identifying errors
across seven simulators [3, 7]. Together, these techniques ensure
that both the firmware and the underlying RISC-V platform are
verified against the specification.

4.3 Hardware Verification with VPs
In a VP-based design flow, the VP serves as the functional refer-
ence model for hardware development at the Register-Transfer
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Level (RTL). We exploit this through cross-level verification, where
the VP and RTL implementation are tightly co-simulated and their
results compared at each step [7, 22]. This approach is applicable to
processor cores and peripherals alike, and accommodates custom
ISA extensions without requiring changes to the verification infras-
tructure. To drive this process, we developed complementary tech-
niques: Coverage-guided fuzzing with custom RISC-V mutations
and unified HW/SW coverage metrics [4], endless randomized in-
struction stream generation with coverage-guided ageing [8], sym-
bolic execution of the VP-RTL co-simulation [5], and constrained
random verification evaluated via mutation-based analysis [1]. For
peripherals, symbolic execution is applied on SystemC TLMmodels
and in cross-level TLM-to-RTL settings [22]. Applied to industrial
and open-source RISC-V cores as well as peripherals, these tech-
niques uncovered numerous previously unknown bugs. Detected
bug classes include decoder errors, CSRmishandling, privilege-level
violations, and pipeline issues on the processor side, and protocol
handling faults in interrupt controller implementations on the pe-
ripheral side. In several cases, the verification also revealed errors
in the reference model itself, highlighting the importance of cross-
validating the golden model.

4.4 Enabling Scalable Verification for RISC-V
with VPs

The verification techniques presented in this section are designed
to match the modularity of the RISC-V architecture. When a new
instruction set extension or hardware accelerator is integrated,
the existing verification techniques can easily be reapplied with-
out redesigning the verification infrastructure. The VP serves as
the common anchor across different verification scenarios, scaling
from bare-metal applications to full embedded operating system
applications with customised peripherals. As RISC-V cores become
increasingly tailored and deployed at scale, such a composable and
adaptable verification methodology becomes an integral part of the
design flow, accompanying the system from specification to silicon.

5 Variable-Length Instructions
Embedded RV32 systems are constrained by flash size, instruction-
fetch energy, and decode overhead. Static code size directly affects
persistent memory requirements, while dynamic code size and dy-
namic instruction count determine how many instruction bits are
transferred, decoded, and executed at run time, which is closely
related to energy consumption in instruction-level models [19].
RISC-V already defines variable-length instructions. Currently the
16-bit compressed (C) instructions are supported beside the stan-
dard 32-bit instructions. The instruction format reserves larger
instructions in the encoding space already. Those can be used for
example to increase the density by encoding more information into
one 48-bit instruction that replaces a sequence of shorter instruc-
tions. Two especially frequent patterns across embedded workloads
have for example been identified: adjacent load/store sequences and
the repeated generation of full-width constants [10]. Both are com-
mon enough to matter, but neither fits efficiently into RV32’s 32-bit
encoding width when arbitrary registers, addressing modes, and
full 32-bit immediates are represented in a single instruction. This
observation motivates RV48: a 48-bit extension that uses a wider

instruction format to reduce executed instructions, static, and dy-
namic code size [11]. The key idea is not to replace compressed
RISC-V, but to complement it with instructions that become prof-
itable only when more encoding space is available. RV48 therefore
introduces load/store multiple (LSM) instructions for contiguous
multi-register memory accesses and a load long immediate (LLI)
instruction for one-shot 32-bit constant loading.

Existing RISC-V code-density work usually improves binaries by
shrinking instructions. The compressed extension and the Zc family
reduce static and dynamic code size by mapping common opera-
tions to shorter encodings. The closest related mechanism to RV48
is the Zcmp push/pop extension, which replaces function prologue
and epilogues into compact 16-bit instructions and achieves static-
size reductions [21]. Its specialization is also its main limitation:
addressing is fixed to the stack pointer and the accessible register
set is constrained by the calling convention. Standard load/store
pair instructions broaden this idea only slightly by combining two
adjacent accesses, but they still offer limited aggregation potential.

RV48 instead uses extra encoding bits to generalize memory
aggregation to arbitrary register combinations and arbitrary base
registers. This design is comparable to ARM’s LDM/STM family,
which demonstrates that multi-register memory operations are
practical and useful for prologues, epilogues, and general data move-
ment. The original RISC-V design [28] explicitly argued against
placing load/store multiple in the RISC-V base ISA because of imple-
mentation and scheduling complexity, especially for out-of-order
processors. It highlights the power of RV48 as an optional extension
for embedded in-order cores. Prior work also studied a 48-bit load-
long-immediate concept at the software-analysis level, but without
full hardware realization [21]; the contribution here is an end-to-
end prototype that connects encoding design, compiler support,
simulation, and processor implementation.

RV48 uses the standard RISC-V variable-length convention and
defines a 48-bit format that remains structurally close to RV32. The
lower-bit field positions of the base ISA are reused so that existing
decode structures and software infrastructure can be extended
instead of redesigned [11]. The LSM format combines a base-address
register, a 31-bit register list, and mode bits that control increment
versus decrement, before versus after address update, and forward
versus reverse register traversal. Sequences of loads or stores in
spilling are thereby also supported beyond prologues and epilogues.

LLI loads a full 32-bit immediate into a destination register in one
instruction and replaces the common lui/addi sequence when prof-
itable [11]. Together, LSM and LLI target the two high-frequency
patterns highlighted by the thesis analysis. Importantly, the work
was implemented across the full relevant stack: the LLVM/Clang
RISC-V backend was extended to emit 48-bit instructions, disas-
sembly support was added to llvm-objdump, execution support was
added to Spike4, and hardware support was integrated into the
CV32E40X5 core [11]. This full-stack realization is central to the
claim of feasibility because 48-bit instructions affect fetch align-
ment, decoder width, and program-counter update logic rather than
only instruction selection in the compiler. Figure 3 shows one of

4https://github.com/riscv-software-src/riscv-isa-sim
5https://github.com/openhwgroup/cv32e40x
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Figure 3: Alignment-buffer modifications required to assem-
ble 16-, 32-, and 48-bit instructions from the 32-bit fetch
interface [11].

the key hardware consequences: 16-, 32-, and 48-bit instructions
must be assembled from the unchanged 32-bit fetch interface.

The extension is evaluated on Embench-IoT 2.06 as the represen-
tative average-case benchmark suite and compared against both a
standard RV32 baseline and the Zcmp push/pop extension of RISC-
V. The main metrics are static code size, dynamic code size, and
dynamic instruction count. RV48 improves dynamic code size by
2.3% and dynamic instruction count by 3.1% on average, compared
with 1.5% and 2.1% for Zcmp [11]. Zcmp remains stronger for pure
static compression, with an average reduction of 230 bytes versus
146 bytes for RV48, because its 16-bit encoding is specialized for
prologue and epilogue code [11]. The advantage of RV48 is broader
applicability: it remains profitable when the relevant memory se-
quences occur inside function bodies and loops rather than only at
call boundaries. Overall, 48-bit instructions can spend a few more
encoding bits to save substantially more instruction traffic where
the identified patterns dominate.
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