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Abstract—Near-Data Processing (NDP) offers a promising approach to improve the
performance of modern databases with hybrid workloads comprising long-running
analytical and frequent short update transactions. This paper introduces
an end-to-end NDP-capable system that integrates a computational storage
device (CSD) with a database capable of offloading queries to storage while
handling concurrent queries on the host. A novel host-device protocol combines
high-throughput PCIe-DMA with low-latency messaging via cache-coherent
interconnects (CCI) such as CXL or CCIX. The paper presents two systems,
DANSEN and CINDA, each featuring a custom embedded NDP engine. DANSEN
offloads read-only queries while ensuring consistency with concurrent host
updates. CINDA extends this capability to update queries through a low-latency
synchronization mechanism and a CCI-enabled communication protocol.

T he exponential growth of data generation has
exposed the limitations of the traditional CPU-
centric von Neumann architecture, where data

must be transferred from memory to the CPU for
processing. This model has become a critical perfor-
mance bottleneck, particularly for data-intensive appli-
cations such as modern database management sys-
tems (DBMS) operating under hybrid workloads that
involve both long-running analytical queries and fre-
quent, short update transactions. Analytical queries
often access data stored on slower, persistent “cold”
storage, incurring high data transfer overheads in the
traditional stack7.

With the slowdown of Moore’s Law and the end
of Dennard scaling, architectural innovation is neces-
sary to overcome the memory wall by minimizing data
movement between computation and memory9.

Near-Data Processing (NDP) addresses this by
colocating computation with storage, thereby reduc-
ing memory bandwidth usage and latency. Enabled
by advances such as 3D chip stacking, NDP brings
processing units (e.g., CPUs or FPGAs) closer to data,
improving performance and efficiency.
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This has led to the development of computational
storage devices (CSD) which integrate compute ele-
ments and persistent storage into a single unit. These
devices offer lower latency and higher throughput for
on-device compute elements compared to the external
ones that rely on traditional host-device setups (e.g.,
PCIe). They can also use emerging non-volatile mem-
ory (NVM) technologies as persistent storage, such
as Phase-Change Memory (PCM), that offers byte-
addressability and DRAM-like access latency.

The use of FPGAs in these devices, combined with
cache-coherent interconnects (CCI) such as Compute
Express Link (CXL) and CCIX, enables the realization
of application-specific accelerators, rather than relying
on general-purpose processors. CCIs support shared
virtual memory and, with their cache coherence, allow
fine-granular concurrent operations on the host and
the CSDs. This mode of operation was previously
limited to highly specialized hardware platforms, such
as Convey’s HC-class of machines.

These advancements offer significant benefits for
DBMS handling hybrid workloads that combine OLAP
and OLTP portions: Offloading analytical (OLAP, read-
only) queries, that access large volumes of cold data,
reduces data movement and host memory pollution.
CCI-enabled NDP write operations speed-up update
processing for transactional workloads (OLTP, write-
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intensive). However, supporting both transactional con-
sistency and concurrency (e.g., avoiding write/write
and write/read conflicts) requires carefully designed
mechanisms1,5.

To address these needs, we give an overview
of two NDP-capable hardware/software systems:
DANSEN and neoDBMS that support offloading read-
only analytical transactions while ensuring transac-
tional consistency and data freshness. It exploits byte-
addressable NVM, FPGA computation, and an elastic
processing pipeline composed of an array of soft-
core processors augmented with hardware accelera-
tors. CINDA, along with neoDBMS, extends NDP to
also realize write transactions via a novel host-device
protocol that combines CCI for low-latency coherence-
based synchronization, and PCIe for high-throughput
bulk transfers. CINDA employs multiple NDP engines,
each containing a 64b soft-core processor, local mem-
ories, and fine-grained lock handling.

The remainder of this paper provides a con-
densed overview of the original research presented
in DANSEN2 and CINDA1. The reader is referred to
those publications for the many details that did not
fit into this overarching discussion. In this paper, we
will proceed to give an introduction to computational
storage technologies, DBMS workloads, and the prior
art of NDP use. We then present the DANSEN and
CINDA NDP designs, and evaluate their performance
in handling long-running read and write-heavy trans-
actions. In closing, we look forward to future research
topics.

NDP-Capable Storage System
A computational storage device is a storage archi-
tecture that integrates processing capabilities directly
into the storage hardware, enabling in-place data pro-
cessing. It comprises storage, processing elements,
internal communication infrastructure, and host-device
interfaces for external access.

Non-Volatile Memory Technology
Storage technology has evolved from mag-
netic/mechanical media to devices that integrate
both storage and computation. Modern storage falls
into two categories: flash-based storage and emerging
byte-addressable non-volatile memory. Flash storage,
based on NAND, is widely adopted due to its low cost
and high density but supports only page-level access.

In contrast, byte-addressable NVMs (e.g., PCM)
offer DRAM-like access granularity, allowing internal
processing elements to access data at the byte level,

avoiding the overhead of having to always update com-
plete pages. These technologies also provide lower
read/write latency than flash, though still higher than
DRAM.

With DRAM-like latency, throughput, byte-
addressability, and non-volatility, NVMs – such
as Intel Optane DC based on PCM – are well-suited
for next-generation storage systems.

Host-Device Interconnect and Protocols
Internal communication within a CSD allows process-
ing elements to access storage units directly. External
communication, via host-device interfaces, enables the
host CPU to interact with the storage system.

PCIe remains the primary interconnect between
storage devices and hosts, offering scalable bandwidth
by aggregating multiple lanes and profiting from in-
creased link speeds in newer versions. Despite contin-
uous improvements in bandwidth, PCIe lacks efficient
support for concurrent, cache-coherent access among
processing elements. While extensions such as Page
Request Interface (PRI) and Address Translation Ser-
vice (ATS) provide shared virtual memory and PCIe
Atomics that can be used for synchronization, cache
coherence is generally unsupported due to PCIe’s
focus on large block transfers and its relatively high
latency. For example, achieving peak throughput on
PCIe Gen3 x16 requires transfer sizes up to 2 MiB1,4.

To address these limitations, CCI such as CCIX and
CXL have been developed. These protocols enable
low-latency, cache-line-granular transfers while utilizing
(or even extending) PCIe’s physical layer.

The CCIX protocol, introduced in 2016, was the
first multi-vendor standard to extend PCIe with data
coherency between endpoint devices. It supports non-
CPU-centric communication, allowing devices to share
data in a cache-coherent manner and operate within a
unified virtual address space.

The CXL protocol, introduced in 2019, takes a
CPU-centric approach where the host CPU manages
coherency. It includes mechanisms for device enumer-
ation and configuration (CXL.io), coherent access to
host memory (CXL.cache), and access to device-local
memory (CXL.mem). Together, these features make
CXL a suitable solution for low-latency, fine-grained
memory sharing in heterogeneous systems.

Modern Database Systems

Database Workload
Database workloads are typically categorized as On-
line Transaction Processing (OLTP, write-intensive) or
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Online Analytical Processing (OLAP, read-only). Mod-
ern DBMSs often support both, accessing shared
datasets concurrently. Systems designed to handle
both efficiently are known as Hybrid Transactional and
Analytical Processing (HTAP) systems.

HTAP systems generally adopt unified or decou-
pled storage architectures. Unified storage maintains
a single consistent dataset for both workloads, while
decoupled storage separates them into distinct sub-
systems. The NDP-capable system proposed in this
paper offers an alternative for a unified design. Its
software component, neoDBMS, is optimized for in-
memory OLTP. The hardware components, DANSEN
and CINDA, enable NDP: DANSEN supports efficient
OLAP execution in the presence of concurrent OLTP
update transactions in neoDBMS, while CINDA also
supports update transactions as NDP.

NDP for Modern DBMSs: Fundamentals
HTAP systems face several key challenges in support-
ing OLAP and OLTP workloads efficiently.

Data Consistency and Freshness
All transactions must operate on a consistent view of
the data, ensuring transactional consistency. Addition-
ally, the system must guarantee data freshness, allow-
ing queries to reflect recent updates from concurrent
OLTP operations.

Stable Performance Under Hybrid Workloads
The system must maintain stable latency and through-
put when processing both workloads concurrently. This
is especially challenging in cloud environments where
workload balance can shift unpredictably.

Data Transfers and Memory Pollution
OLAP queries often access large volumes of cold
data from storage, causing significant data movement,
which can lead to memory pollution, where cold data
displaces hot data, increasing storage I/O and degrad-
ing performance.

NDP for Modern DBMS: Challenges
The emergence of CSDs has led to various ap-
proaches for processing database workloads near
storage. These techniques primarily target read-only
operations, ranging from size-reducing tasks like
selection11 to more complex operations such as
JOIN12. However, modern DBMSs increasingly oper-
ate under hybrid workloads, combining read-intensive
analytical queries with frequent write and update trans-
actions. Support for such write-heavy operations is crit-
ical, especially in large-scale systems. While some so-

lutions address this by focusing on individual key-value
access, they often lack full transactional support1,2.

Despite performance improvements, existing ap-
proaches have not fully exploited the capabilities of
CSDs. Key questions remain unaddressed: How can
NDP techniques be designed to effectively support hy-
brid workloads in modern DBMSs? What architectural
and system-level mechanisms are needed to align with
current DBMS design principles?

Further exploration is required to understand how
CCIs can be integrated with CSD architectures to
enable low-latency, fine-grained coordination between
host and device. Additionally, the combination of NVM
properties – such as byte-addressability and DRAM-
like latency – with the flexibility and parallelism of
FPGAs presents new opportunities for optimizing NDP-
based systems. Leveraging these features effectively is
essential to unlock the full potential of computational
storage.

NDP Support for Modern DBMSs
An effective NDP system for DBMSs with hybrid work-
loads must support OLAP queries on fresh, consistent
data while maintaining high OLTP performance. Stor-
age architectures that rely on traditional host-device
interconnects limit overall system efficiency.

An even more promising approach in such a system
is to offload write-intensive workloads to CSDs. Recent
studies from Facebook and Twitter have highlighted the
importance of such workloads in large-scale database
systems. However, executing write operations on the
device concurrently with host-side updates introduces
new challenges, including write/write conflicts – where
both host and device attempt to update the same
record – and write/read conflicts where the host reads
stale data unaware of updates made on the device.

Resolving these conflicts requires low-latency syn-
chronization and validation mechanisms, supported by
fast, cache-coherent communication between host and
device. This is difficult to achieve with traditional PCIe,
which is optimized for high-throughput bulk transfers,
but lacks native support for fine-grained coherence.

Architecture Overview
Figure 1 shows an overview of the proposed NDP
designs, CINDA and DANSEN, which enable execution
of database workloads—including read and write oper-
ations—directly on the storage device. Each architec-
ture employs the NDP-DBMS neoDBMS (top), and a
computational storage device (bottom), connected via
a custom host-device protocol.
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FIGURE 1. General overview of (a) DANSEN2 an update-aware NDP-capable system and (b) CINDA1, an update NDP-capable
system along with neoDBMS6. Sub-figures (a) and (b) are taken from DANSEN2 and CINDA1, respectively, with permission and
minor modifications. The software-side DBMS running on the host (top, pink boxes) interacts with the computational storage
device (bottom, green boxes) via host-device protocols (arrows in the middle).

DANSEN supports read-only NDP operations and
maintains consistency with concurrent host updates
but does not support update queries on the device.
In contrast, CINDA, extends this capability to include
update operations, allowing both reads and writes to
be executed on the NDP device. Shaded gray com-
ponents in the diagrams indicate system extensions
specific to each architecture.

The remainder of this section details the archi-
tecture of the NDP-capable DBMS and CSD. The
following section describes the host-device protocol
enabling efficient communication for NDP execution.

Our NDP-Capable DBMS: neoDBMS
The host-side DBMS neoDBMS6, shown in Fig. 1,
extends PostgreSQL by bypassing intermediary layers
such as the file system and block device driver, al-
lowing direct access to persistent storage via physical
pointers DANSEN2,7. Communication with the storage
device occurs through a custom host-device protocol,
described later.

The architecture includes a query executor, shared-
state buffer, NDP scheduler, storage manager, and,
for CINDA1,6, a host lock manager with a shared
lock table. The host executor handles software-side
query processing, while the NDP scheduler coordi-
nates offloading of operations to the storage device.
The shared-state buffer is a memory region that col-
lects all DBMS-side state changes and can quickly be

transferred to the NDP device using a high-throughput
PCIe transfer.

The DBMS employs Multi-Version Concurrency
Control (MVCC), where each logical record may have
multiple physical versions. A Virtual ID (VID) table as-
signs unique VIDs to versions of a record and points to
the most recent version in its chain. A separate Logical-
to-Physical (L2P) table maps logical page numbers to
physical storage addresses.

NDP-Capable Computational Storage
The lower portion of Fig. 1 depicts the infrastructure
of the proposed PCIe-based CSD. It consists of byte-
addressable NVM for low-latency, high-throughput stor-
age, a DMA engine for host-storage data transfers, and
an FPGA-based NDP engine for executing offloaded
workloads. The NDP engine combines soft-core pro-
grammability with dedicated hardware accelerators,
offering both flexibility and performance.

The remainder of this section details some of
the mechanisms (labeled Mn) that ensure transac-
tional consistency and data freshness, while preventing
write/write and write/read conflicts through synchro-
nization and validation.

M1: Shared-State Buffer
The shared-state buffer is a small (≈100 KiB) memory
region in host memory that temporarily stores recent
updates, including record versions, VID mapping, and
L2P table changes. While the working dataset resides
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in memory, the full dataset remains in persistent stor-
age. The buffer contents are transferred to the storage
device using two mechanisms.

First, when the buffer is full, committed data is
flushed and appended to storage, making room for new
modifications by allocating fresh logical pages. Sec-
ond, just before initiating an NDP operation, incomplete
pages from ongoing transactions are passed along and
cached to storage, enabling the NDP engine to access
the most recent data while preserving consistency.

M2: On-Device Snapshot Creation
To maintain transactional consistency and data fresh-
ness, the NDP engine constructs a snapshot based on
the latest committed records to the calling transaction.
It first checks the visibility of recent records passed
along from the host. If a record is not visible to the cur-
rent transaction, the engine follows the version chain
to retrieve the correct predecessor from persistent
storage. This process ensures that all reads reflect a
consistent database state as of the transaction start
time.

M3: Synchronization
To prevent conflicts, a shared-lock table is used to
coordinate access between host and device. This hash
table tracks which transaction has exclusive permission
to modify a record. Locks are granted only when no
concurrent modifications are in progress. The lock
table is updated atomically using CCI’s CAS operations
to ensure consistency.

As shown in Fig. 1(b), the host DBMS allocates
and manages the lock table during initialization. On the
device, a dedicated hardware lock handler is integrated
into each NDP engine to process lock requests.

M4: VID-Mapping Update
The DBMS needs to be informed of any records that
have been updated by the NDP operation, so it can
update its VID-mapping table accordingly. To this end,
a list of the affected record IDs is transferred back to
the host.

Insight: The combination of shared-state buffer and
on-device snapshot creation mechanisms allows the
execution of read-only NDP operations asynchronously
with transactional consistency, while the combination of
synchronization and virtual ID-mapping update mecha-
nisms enables transactional consistency for NDP mod-
ifications.

Hybrid Host-Device Protocol
Relying on traditional host-storage protocols—such as
block-device drivers and file systems—limits the ef-
fectiveness of NDP in computational storage devices

(CSDs). These protocols are optimized for block-based
access and lack visibility into storage internals, making
integration of NDP features into applications difficult.

The Native Storage Protocol (NSP) addresses
these limitations by allowing host applications, such
as DBMSs, to directly access the physical storage
layer and its properties, including byte-addressability.
By eliminating legacy abstractions, NSP simplifies the
I/O stack and facilitates seamless NDP integration.

CINDA1, shown in Fig. 1(b), extends NSP into
the Hybrid-Native Storage Protocol (H-NSP), which
also incorporates CCI support. This hybrid protocol
enables the DBMS to switch between low-latency CCI
messaging and high-throughput PCIe-DMA transfers
as needed.

Data and Control Planes via PCIe
NSP enables direct offloading of NDP operations by
allowing the DBMS to manage data and address map-
pings on the storage device. For example, the DBMS
can pass L2P-mapping tables to the NDP engine,
which then computes physical record addresses and
executes operations without host intervention. Com-
munication is divided into separate data and control
planes.

The data plane handles page-level transfers via
READ_PAGE and WRITE_PAGE commands, replac-
ing traditional protocols for both routine flushes and
NDP-related data movement, such as VID and L2P
table updates.

The control plane allows the DBMS to offload NDP
operations, launch the NDP engine, receive status
updates, and access control registers for detailed di-
agnostics.

Synchronization Plane via CCI
Update operations on CSDs require fine-grained,
low-latency coordination between host and de-
vice—something traditional protocols and the NSP
data/control planes cannot provide. To address this, the
protocol is extended with a synchronization plane using
CCI, allowing the CSD to directly access host mem-
ory while maintaining coherence through hardware-
managed mechanisms.

Using CCI for all interactions would introduce per-
formance penalties due to address translation and
protocol overheads1,4. Therefore, CINDA adopts a hy-
brid approach, leveraging the strengths of PCIe for
bulk data transfer and CCI for fine-grained, low-latency
synchronization.
Insight: These hybrid protocols mirror the separation
of concerns in NDP-DBMS (bulk data, control, and
synchronization) at the interconnect level.
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FIGURE 2. (a) Overview of CINDA’s underlying infrastructure, highlighting the CCI-enabled host, CCI-enabled physical interfaces,
and CCI-enabled computational storage. NDP engine in (b) DANSEN and (c) CINDA. These figures are taken from CINDA1 and
DANSEN2 with permission.

DANSEN/CINDA Microarchitecture
Fig. 2 illustrates the infrastructure of the proposed
PCIe-based NDP architecture. The host includes a CCI
Home Agent (HA), which exposes a cache-coherent
virtual address space across system memory. On the
device side, coherence is supported by a CCI Request
Agent (RA) in CCIX-based systems, which would be
a Device Coherency Engine (DCOH) in CXL Type 2
devices. In the figure, blue components represent the
shared infrastructure for NDP and data paths, pink
denotes the cache-coherent path, and gray highlights
the NDP engine. The two NDP engines—DANSEN
and CINDA—are described below, each with distinct
capabilities.

DANSEN: Single Read-Only Multi-Stage Engine
The DANSEN NDP engine enables in-storage pro-
cessing of read-only queries. Execution begins with
snapshot creation2 (visibility checking) to ensure trans-
actionally consistent access to committed data. The
system then retrieves record fields, performs the re-
quested operation, and returns the result to the host.
Single-value results (e.g., aggregations) are sent di-
rectly, while large multi-value results may need to be
written back to storage.

As shown in Fig. 2(b), the DANSEN engine uses
a three-stage pipeline. The first stage – an array of
soft-core processors – performs snapshot creation,
filtering, and basic query execution. Filtered data for
more complex operations is passed to user-defined
function modules in the second stage, which generate

multi-value outputs. The final stage, the Result Han-
dler, writes these results to pre-allocated regions in
persistent storage.

CINDA: Multiple Read / Write Capable Engines
CINDA extends NDP support to read/write operations,
maintaining transactional consistency in an MVCC-
based DBMS. It processes offloaded operations in
three stages: snapshot creation with filtering, synchro-
nization with host-side updates, and creation of new
record versions written back to persistent storage.

To prevent conflicts with concurrent operations on
the host, CINDA employs a shared-lock table managed
by a hardware lock handler integrated in the NDP
engine. This mechanism uses the CCI-based synchro-
nization plane, allowing the device to coordinate with
the host before modifying data. Once locked, updated
records are versioned and flushed to DBMS-managed
storage partitions, as shown in Fig. 2(c).

Preloader and Offloader for Slow Storage
To reduce memory access latency and improve
throughput, DANSEN and CINDA incorporate
preloader and offloader modules that manage
data transfers between persistent storage and local
SRAM-based scratchpad memory. These modules
use custom byte-addressable DMA engines to move
data in large chunks (64 bytes to 64 KiB), overlapping
transfers with NDP execution10.

The preloader loads data into scratchpad memory
in the background while computation proceeds. After
processing, the offloader writes results back to stor-
age. By handling data movement in hardware rather
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than software, these modules significantly improve ef-
ficiency and mitigate the high latency of NVM-based
storage.
Insight: Computational storage devices can profit from
prefetching mechanisms to hide weak computing units
and utilize the ample I/O for better cost/performance
tradeoffs.

Case Study

Setup
The proposed architecture is prototyped on an
AMD/Xilinx Alveo U280 FPGA using NVMulator3,
which emulates byte-addressable NVM characteristics
on DRAM by introducing access delays. The stor-
age prototype connects to an ARM N1-SDP platform
via a CCIX-enabled PCIe Gen3 x16 interface – cur-
rently the only commercial platform known to support
CCIX in practice. Note that existing platforms, such as
AMD/Samsung SmartSSD, do not meet the hardware
requirements of our approach as they lack CCI sup-
port, byte-addressable access, and rely on a single
internal PCIe (Gen3 x4) connection between the FPGA
logic and the NVMe SSD.

DANSEN’s CSD includes two 16 GiB emulated
NVMs and a single NDP engine operating at 200 MHz.
The engine integrates 20 64-bit MicroBlaze soft-cores,
a hardwired preloader, scratchpad memory, and a
user-defined function hardware accelerator for Sum-
Product Networks (SPN) to support inference tasks.

CINDA’s CSD features 16 GiB of emulated NVM
and eight NDP engines operating at 180 MHz, each in-
cluding a hardwired lock handler, preloader, offloader,
scratchpad memory, and a programmable 64-bit Mi-
croBlaze core. A shared lock table is allocated in
host memory using Linux huge pages4 to reduce CCI
address translation overhead.

Evaluations
We compare CINDA and DANSEN against Post-
greSQL, a widely-used DBMS, on an off-the-shelf
NVMe SSD. The experiments evaluate performance
under hybrid workloads.

DBMS Read/Write Throughput
This experiment evaluates data movement between
the host-side DBMS and storage during hybrid work-
load execution. The DBMS continuously performs fre-
quent short updates (F-S-update) on a YCSB table. To
increase contention on the shared-lock table, a long-
running full-table update (L-update) is injected. In the

baseline, the L-update runs on the host; in CINDA, it
is offloaded to the storage device.

As shown in Fig. 3, a single L-update is injected into
the host-side DBMS at the 20-second mark, which is
concurrently handling F-S-update transactions. In the
non-NDP mode shown in sub-figure (a), we observe an
increase in PostgreSQL read and write traffic following
the injection. This increase is due to the significant
movement of database pages between the host and
the storage device. After the L-update completes at the
104-second mark, the throughput returns to baseline
levels as the system resumes processing F-S-update
transactions.

In contrast, CINDA offloads the L-update to its
NDP engines, which acquire locks via the shared-
lock handler, pausing conflicting host transactions. This
causes host I/O traffic to drop to zero. After execution,
the host updates the VID-mapping of the NDP-altered
records (as described in M4) and resumes F-S-update
processing by retrieving the newly updated data from
storage. Note that lower throughput is better, as CINDA
reduces data movement between the host and storage
significantly, resulting in ≈3 orders of magnitude lower
storage bandwidth usage than the baseline during the
L-update.

End-to-End Execution Time
This experiment measures overall execution time to
evaluate the proposed architectures under varying
NVM latencies. Using NVMulator1,2, we emulate three
latency profiles: fast-NVM (305 ns/100 ns), mid-NVM
(350 ns/170 ns), and slow-NVM (350 ns/800 ns) for
read/write access, respectively.

DANSEN Performance
We evaluate DANSEN by offloading long-running read-
only queries to the CSD. Query-SUM computes a
single scalar result typical of analytical workloads (e.g.,
CH-benCHmark, TPC-H), while Query-SPN performs
SPN-based ML inference, producing multi-valued re-
sults for application-specific analytics.

Execution time for the software baseline in-
cludes reading from storage and host-side process-
ing. DANSEN also includes time for launching the
NDP engine, performing on-device computation, and
converting raw analytics results into actual database
records.

Fig. 3(c) shows the execution time of Query-SUM,
where the NDP engine either uses the preloader (in-
dicated by pinkish bars labeled “with [preloader]”) or
operates without it (indicated by greenish bars labeled
“no [preloader]”). As expected, DANSEN achieves a

Month 2021 Publication Title 7

This article has been accepted for publication in IEEE Micro. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/MM.2026.3664187

© 2026 IEEE. All rights reserved, including rights for text and data mining and training of artificial intelligence and similar technologies. Personal use is permitted,

but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.

Authorized licensed use limited to: ULB Darmstadt. Downloaded on April 15,2026 at 10:40:43 UTC from IEEE Xplore.  Restrictions apply. 



THEME/FEATURE/DEPARTMENT

FIGURE 3. (a,b) Read and write throughput comparison of (a) PostgreSQL operating on traditional NVMe storage and (b) CINDA
utilizing computational storage under a hybrid workload. Note that the Y-axis scales in the two plots are different, highlighting
the significant performance gap.
(c,d,e) Overall execution time for DANSEN and CINDA. (c,d) DANSEN runs long-running read-only size-reducing results (Query-
SUM) and multi-valued results with additional computational processing (Query-SPN) in two NDP engine configurations, with
and without preloader. (e) Overall execution time for CINDA running long-running write-intensive workload under four different
engine memory system configurations. These results are taken from CINDA1 and DANSEN2 with permission.

large reduction in wall clock time (10.6×) when exe-
cuting Query-SUM.

Fig. 3(d) shows similar results for Query-SPN,
which improves overall execution time by 1.5× com-
pared to the baseline. Each bar’s diagonally hatched
area indicates the extra time the system spends mov-
ing raw data back to the DBMS and converting it into
actual database records. The improvement achieved
by Query-SPN is lower than that of Query-SUM be-

cause it requires executing a more complex process-
ing pipeline on the NDP-engine and converting multi-
valued results by the host-side DBMS, which intro-
duces additional overhead.

CINDA Performance
Fig. 3(e) compares the overall execution time of the
write-intensive workload discussed in Fig. 3 across
four different NDP engine configurations differing in
their enabling / disabling of the preloader and/or of-
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floader features. As expected, using both preloader
and offloader achieves the fastest execution times,
4.2× faster than the baseline.

In both systems, preloader and offloader modules
effectively hide NVM latency through double-buffered
transfers between persistent storage and scratchpad
memory, demonstrating the advantage of explicit I/O
management in reducing execution time.

Conclusion and Outlook
Our results, along with prior work in DANSEN2 and
CINDA1, demonstrate the potential of Near-Data Pro-
cessing (NDP) systems for modern DBMS under hy-
brid workloads. The proposed NDP DBMS enables
NDP engines to execute concurrently with the host
executors and accelerate fine-grained primitives for
transactional consistency and query execution, rather
than full SQL operators. Performance improvements
stem from reduced data movement, minimized host re-
source contention and memory pollution, hardware ac-
celeration, and low-latency, high-throughput on-device
storage access. FPGA-based computation and byte-
addressable NVM further enhance these gains. Be-
yond these findings, CSDs present both opportunities
and challenges:

On-Device Memory Hierarchy
Our NDP engines benefit from combining explicitly
managed scratchpad memory with soft-core caches to
avoid off-chip access. This could be extended to the
use of on-chip High-Bandwidth Memory (HBM), which
provides GBs of capacity at high throughputs. How-
ever, for the 14nm FPGA chips used in our work, it was
not possible to fit the very wide HBM interfaces into
the available FPGA capacity together with the already
complex NDP infrastructure. We plan to investigate the
use of HBM again on more recent 7nm FPGAs.

Custom Hardwired Accelerators
DANSEN results show that NDP engine performance
can be further improved. However, maximizing band-
width utilization remains challenging due to the irregu-
lar memory access patterns in MVCC snapshot gener-
ation. Options include using more compact or higher-
frequency soft cores, or adding lightweight, specialized
accelerators for bottleneck functions.

Hardware-Friendly Data Layouts
Our current engines rely on the NSM row format, which
is inefficient for analytical queries. Column-oriented
formats, such as PAX, could better exploit on-device
execution. Designing optimized data layouts and corre-
sponding hardware support remains an open research
direction.

CSDs vs. Traditional Accelerators
Unlike GPUs or FPGAs that rely on host-driven data
transfers, CSDs process data in-place. Only minimal
updates or results are communicated to the host, with
many outputs remaining on-device. This fundamental
distinction offers new architectural and performance
benefits.

Lessons Learned
• CSDs are already available. To ease their practical
use, however, the often proprietary interfaces need to
be opened up further8.

• NDP not only minimizes data movement, but also
increases performance. It also reduces resource con-
tention on the host by reducing memory/buffer pol-
lution, network traffic, and improves CPU utilization.
Thus, it allows for building less resource hungry sys-
tems that are more economical and energy efficient.

• While software-based NDP has already proven ben-
eficial, hardware-accelerated NDP further increases
performance and efficiency. But more research into
abstractions for NDP and cross-layer aspects is
needed.

• Hybrid protocols, i.e., combinations of PCIe and CCI,
are important for NDP, but currently suffer from a
severe lack of usable hardware.

Our end-to-end PostgreSQL integration with DANSEN
and CINDA demonstrates the potential of CSDs while
underscoring the need for further advancements in
hardware (e.g., modern FPGAs, CXL) and system-
level design (e.g., optimized data layouts, specialized
functions), which remain areas for future research.
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